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INTRO



My background…
• Originally studied astrophysics.


• MSc. Acoustics & Music Tech in 2008, at University 
of Edinburgh.


• Doctorate in Acoustics & Signal Processing in 2013, 
at Aalto University, Finland.


• Published on a variety of topics, including physical 
modelling, circuit modelling, reverb, filter design.


• Currently I’m Principal DSP Engineer at Native 
Instruments, mainly working on instruments and 
effects.



• One of largest music technology companies in 
Europe


• Founded in 1996  

• Headquarters in Berlin, offices in LA, London, 
Tokyo, Shenzhen, Paris. 

• Team of ~700 people

About Native Instruments



What does a DSP developer  
@ NI do?
• Low-level research on DSP algorithms and 

techniques (generally solo)


• Turn algorithms into engaging devices for users (w/ 
input from UX designers and sound designers)


• Efficient implementation and integration into larger 
products (working closely with application 
developers)



WHAT IS THIS 
TALK ABOUT?



My definition of an 
‘instrument’
• A device (whether physical or virtual) that can be used 

to generate or modify sound for creative purposes.



What is this talk about?
• A big part of music technology is developing 

algorithms that are ultimately intended for creative 
use, thus ‘instruments’ in the broad definition given 
above.


• Needs of academia are quite specific. Technical 
novelty and quantitative results are most important.


• If your goal is the ‘instrument’ not the publication, 
quality depends on many factors which are not 
necessarily discussed or taught.


• How can this gap be bridged?



DISCLAIMER
• This is my personal approach to this problem, 

formed from practical experience. Others will have 
different approaches.


• I’m not a trained designer, and am not talking in the 
language of academic design.



Goal 

• Inspire the user.


• Give them a musically interesting space to explore.


• Provide surprises & happy accidents! Collaborate 
with the user.


• Leave the best results on record that are feasibly 
possible.

A device that can….



General Principles
• Try to find a perspective for your instrument - 

something that’s unique about it. 


• Parameter selection and ranges are important.


• Focus. It’s better to do one thing really well, than 
many things acceptably.


• Think about what the user really wants, not what they 
think they want.


• Never sacrifice sound quality.



SOUND 
QUALITY



Sound Quality
• Important to listen analytically. Know the connection 

between what you’re hearing, and what causes it.


• Be true to the best version of what you’re trying to 
achieve. Zero tolerance for aliasing and distortion, 
unless it is intentional.


• All parameters that could be ‘played’ i.e. via knob or 
automation, must change smoothly with no clicks or 
pops.


• Marginal sound-quality improvements in many 
places add up! 



Common Sound Quality / DSP 
Pitfalls - LTI assumption
• Music is not LTI. Movement and dynamic variation is 

generally needed from any musical device.


• Common text-book filter structures (DF1,DF2 etc) 
have poor time-varying behaviour.
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Rewriting the denominator we get
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(so the selfoscillation occurs at k = 2). The corresponding structure is shown
in Fig. 5.22. This structure happens to be a transpose of the Sallen–Key filter,
therefore we will refer to it as the transposed Sallen–Key (TSK) filter.12
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Figure 5.22: Transposed Sallen–Key filter (lowpass).

The transfer functions corresponding to y0, y1 and y2 are respectively

H0(s) =
(s + 1)2

s2 + 2(1� k/2)s + 1

H1(s) =
s + 1

s2 + 2(1� k/2)s + 1

H2(s) =
1

s2 + 2(1� k/2)s + 1

So y2 is having the familiar 2-pole lowpass filter transfer function of the SVF,
where k = 1 corresponds to the self-oscillation point.

12The author has used the works of Tim Stinchcombe as the information source on the
Sallen–Key filter. The idea to introduce TSK filters as a systematic concept arose from the
discussions with Julian Parker.

Chapter 5

2-pole filters

The other classical analog filter model is the 2-pole filter design commonly
referred to in the music DSP field as the state-variable filter (SVF). It can also
serve as a generic analog model for building 2-pole filters, similarly to previously
discussed 1-pole RC filter model.

5.1 Linear analog model

The block diagram of the state-variable filter is shown in Fig. 5.1. The three
outputs are the highpass, bandpass and lowpass signals.1 As usual, one can
apply transposition to obtain a filter with highpass, bandpass and lowpass inputs
(Fig. 5.2).
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Figure 5.1: 2-pole multimode state-variable filter.

From Fig. 5.1 one can easily obtain the transfer functions for the respective
signals. Assume complex exponential signals. Then, assuming unit cuto↵,

yHP = x� 2RyBP � yLP

1One can notice that the filter in Fig. 5.1 essentially implements an analog-domain canon-
ical form, similar to the one in Fig. 3.20. Indeed let’s substitute in Fig. 3.20 the z

�1 elements
by s

�1 elements (integrators) and let a1 = �2R, a2 = �1. Then the gains b0, b1 and b2 are
simply picking up the highpass, bandpass and lowpass signals respectively.
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SVF TSK
Diagrams from The Art of VA Filter Design - V. Zavalishin



Common Sound Quality / DSP 
Pitfalls - Interpolation

• Distortion, aliasing or glitching from poor delay-line or 
sample interpolation.


• Don’t use fractional delay when it’s not necessary!


• High-quality interpolation is important, but 
interpolator with best frequency-response is not 
necessarily the best when modulated. 



Common Sound Quality / DSP 
Pitfalls - Aliasing
• Many processes can generate aliasing - 

waveshaping, discontinuities, modulation etc.


• There are methods of suppressing aliasing in the 
majority of cases - use them!


• Especially important in larger structures - small 
amounts of aliasing from many sources can have a 
major impact on the behaviour of the system.


• Take care to use high-quality control signals, 
discontinuities (also in the derivative) are audible.



Common Sound Quality / DSP 
Pitfalls - ‘Delay-free loops’
• Traditional boogie-man in the music DSP community.


• Can be resolved in trivially in linear case (division 
exists!)


• In nonlinear case, adding a unit-delay is usually 
bad. Implicit solution best, or at minimum a proper 
explicit solution.
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Common Sound Quality / DSP 
Pitfalls - Loudness
• Broadly, a processing device should not change 

loudness (unless that is it’s purpose!)


• Processes that could cause the output to be 
significantly louder than the input - feedback in 
delays, reverberation time, strong resonances in 
filters, driving a distortion.


• Compensate for this change.


• Don’t make the compensation too perfect!



PARAMETER
ISATION



Parameterisation
• Parameters should be ‘playable’. 

• Think about what it feels like for the user to grab a 
knob and turn it.


• Logarithmic ranges for frequencies (and even times) 
are often desirable.


• Polynomial scaling curves useful if you want to 
accentuate a sweet-spot.

Demo



Parameterisation
• Masses of parameters are intimidating, unless they 

are displayed intuitively.

BAD GOOD



Parameterisation

• Semantic / perceptual > technical.


• Understanding of the underlying workings of the 
device should not be mandatory.


• Try to make each parameter have a clear perceptual 
or semantic effect. If it doesn’t, drop it.


• This doesn’t mean that parameters have to be simple.



Parameterization Case 
Study - Chorus
• Fundamental characteristic of 

chorus is pitch contour.


• Typical modulated-BBD chorus 
has very complex relationship 
between technical parameters 
(LFO rate, amplitude, delay-time) 
and pitch contour. Nonlinear 
DDE!


• Solution in some of the best 
classic choruses is to not 
expose parameters to user. 
Essentially use presets.



Parameterization Case 
Study - Chorus
• Trivial digital chorus consists of interpolated delay-

line, with output modulated by LFO.


• Pitch-change related to derivative of delay-time (i.e. 
both LFO rate and amplitude)


• Simpler relationship than BBD, but still not intuitive.


• Solution: make LFO amplitude dependent on 
frequency -> control derivative and therefore pitch-
change directly.

Demo



Parameterisation Case Study - 
Learnings
• Don’t be afraid to restrict parameters for aesthetic 

reasons.


• Parameter choice, ranges and scaling dictates the 
sonic space the user can explore. 


• Wider ranges are tempting, but may hide the 
regions in which the device is most interesting.


• It’s ok to make a choice for the user if it’s a well-
considered one.



SECRET 
SAUCE



Secret Sauce / Magic

• A good instrument should provide surprises and 
happy accidents.


• Working with it should be inspiring and feel like a 
collaboration.


• Some amount of mystery is a good thing.


• Don’t be afraid to add some touch of the 
unpredictable - noise, randomness, parameter 
hysteresis. They add life.



Secret Sauce / Magic

• Go beyond the obvious. 


• Using a device in a way not 
originally intended can be 
fertile creative ground.


• Find an unususal but 
interesting ‘misuse’ of the 
device, and tune to make 
sure it sounds great.



PRODUCT 
CASE STUDIES



• Pack of three compact effects, broadly in the category 
of distortions.


• Each one is a riff on an analog model of a fairly small 
circuit, trying to expose all its behaviours and 
provide a wide sonic range.


• Intention was in a way to react against trends in VA 
modelling to focus on bigger and bigger systems.



Crush Pack : Dirt
• Exploration of a diode clipper 

circuit, the heart of countless 
distortion pedals.


• Two distortion cores, usable in 
serial or parallel.


• Cores have different ‘flavours’ 
that vary component values 
in the circuit.


• Tricks from various pedal 
designs incorporated and 
parameterised. 
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Figure 3.2: Partitioning scheme and block diagram for the Boss DS-1 circuit.
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Figure 3.3: RC low-pass filter with diode limiter.

3.4.1 Diode Clipper Equation

The diode clipper in guitar circuits is typically a first-order resistor-capacitor (RC) low-
pass filter with a diode limiter across the capacitor (Fig 3.3). The diode clipper limits the
voltage excursion across the capacitor to about a diode drop (the diode “turn-on” voltage,
approximately 0.7 V) in either direction about signal ground.

A common first-order approximation of the diode is a piecewise linear function, which
is equivalently a switch model. A higher-order model is chosen here:

Id = Is

✓
exp

Vd

VT
�1

◆
, (3.14)

where Id and Vd are the diode current and voltage, respectively. The reverse saturation
current Is, and thermal voltage VT of the device are model parameters that can be extracted
from measurement. Real diodes are more complicated (Muller et al., 2002), but this model
is accurate enough for the range of values used in the clipper circuit. This model also
possesses continuity in its first derivative, which simplifies convergence when solving the
circuit equations using Newton’s method.

Diagram adopted from David Yeh



Crush Pack : Bite
• Model of very simple DAC 

circuit, with added anti-aliasing 
(to prevent ‘bad’ aliasing).


• Motivated by observation that 
the desirable sound of old 
samplers is more about imaging 
distortion than aliasing.


• Varying dither and quantisation 
levels allows many different DAC 
sounds to be approximated.



Crush Pack : Freak
• Core of effect is diode ring-

modulator circuit.


• Ring-modulator on its own is 
too restricted, so extended in 
new directions.


• Contains ‘radio’ mode, where 
two models are used in 
modulator/demodulator pair 
to emulate old radio sound.
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A SIMPLE DIGITAL MODEL OF THE DIODE-BASED RING-MODULATOR
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ABSTRACT
The analog diode-based ring modulator has a distinctive sound
quality compared to standard digital ring modulation, due to the
non-linear behaviour of the diodes. It would be desirable to be
able to recreate this sound in a digital context, for musical uses.
However, the topology of the standard circuit for a diode-based
ring modulator can make the process of modelling complex and
potentially computationally heavy. In this work, we examine the
behaviour of the standard diode ring modulator circuit, and pro-
pose a number of simplifications that maintain the important be-
haviour but are simpler to analyse. From these simplified circuits,
we derive a simple and efficient digital model of the diode-based
ring modulator based on a small network of static non-linearities.
We propose a model for the non-linearities, along with parameter-
isations that allow the sound and behaviour to be modified dynam-
ically for musical uses.

1. INTRODUCTION

Ring-modulation (RM) (also known as four-quadrant modulation)
is a technique similar to amplitude modulation (AM) and frequency
modulation (FM) and was developed, like AM and FM, for radio
transmission applications. Ideal RM is a special case of AM (i.e.
the multiplication of a carrier and modulator signal), where both
the carrier signal and the modulator signal are centred around 0V.
When this condition is fulfilled, the carrier and modulator signals
are completely cancelled and the output of the system consists of
only the sum and difference frequencies of these inputs. This effect
is musically useful, because it allows harmonic sounds to be trans-
formed into clangourous inharmonic sounds whilst still retaining
some of their original character and articulation.

Ring modulation was first used as musical effect by German
avant-garde composers [1], notably Karlheinz Stockhausen. Ring
modulators were also used by the BBC’s Radiophonic Workshop
in the 1950s and 1960s, notably to produce the distinctive voice
of the ’Daleks’ in the television show ’Doctor Who’ [2]. Estab-
lished as a normal part of the early electronic music studio, ring
modulators were naturally included in early analog modular syn-
thesizers. Don Buchla included a ring-modulator as one of the first
modules of his System 100 synthesizer, built for Morton Subotnick
[3]. Robert Moog’s initial complement of modules did not include
a ring-modulator, but one was later added via a collaboration with
Harald Bode. Thus, the ring-modulator came to be an element
available on a significant proportion of analog synthesizers, both
modular and non-modular.

The name ’ring-modulation’ refers to the way in which this
technique was often implemented in its early days, using a config-
uration that employed a ’ring’ of diodes [4] [5]. A schematic of this

Modulator

Carrier

Output

1 : 1 1 : 1

Figure 1: Schematic showing the layout of a traditional ring-
modulator circuit.

type of ring-modulation circuit can be seen in Figure 1. The diodes
used in the circuit have a strong effect on it’s final behaviour. The
use of silicon diodes results in a hard clipping or ’chopping’ ef-
fect and hence extremely bright extra harmonics, whilst germa-
nium diodes produce a softer non-linearity and a ’warmer’ sound
[1]. Later ring modulators instead employed a structure based on
VCAs, producing an output with far less added harmonics [5].

The basic idea of ring-modulation is trivial to implement dig-
itally, as it involves only a simple multiplication of two signals.
However, such a digital ring modulator lacks the additional non-
linear behaviour (beyond the multiplication itself) and extra gener-
ated harmonics of a real analog ring modulator, and hence a large
part of its characteristic sound. It is therefore desirable to produce
a digital model that can replicate this behaviour to some extent.
Previous work has derived ordinary differential equations govern-
ing the ring-modulator circuit, and solved them numerically us-
ing the Forward Euler method [6]. However, this method requires
significant over-sampling (a factor of ⇥128 is suggested), and is
hence not ideal for real-time usage.

In Section 2 of this paper, we propose a simplified circuit
which behaves analogously to the traditional diode ring-modulator.
In Section 3 we discuss how this circuit can be modelled digitally
using a network of static non-linearities. In Section 3.1 we discuss
how the shape of these non-linearities can be derived, and in Sec-
tion 3.2 we discuss the results produced by this algorithm. Finally,
in Section 4, we conclude.

2. A SIMPLIFIED RING MODULATOR CIRCUIT

Previous work has suggested that majority of the distortion charac-
teristics of the diode ring-modulator can be explained by assuming
that only two of the diodes in the ring conduct at any one time, the
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• Our take on the three standard (and often boring), 
modulation effects - chorus, phasing and flanging.


• Each device aims to provide a high quality version of 
the basic effect, and then extend it into a new and 
interesting direction.



Mod Pack : Choral
• Extends the idea of using 

multiple ‘voices’ to provide a 
richer chorused sound.


• Each voice is a parallel delay, 
therefore output can be mixed 
and fed back to produce reverb-
like sound (related to FDN) 


• Using stereo voices allows 
smooth transition between 
preserving stereo image and 
widening.



Mod Pack : Flair
• Very similar multi-voice 

structure to Choral, but 
focusing on flanger-like 
characteristics.


• Strong focus on pitched 
delay-lines. Can be tuned to 
chords.


• Scan mode allows differently 
tuned voices to be panned 
between with an LFO, creating 
arpeggio-like effects.



Mod Pack : Phasis
• Very clean, transparent and easy 

to control take on standard 
phasing effect. 


• Special flavour provided by ‘ultra 
mode’, which widens parameter 
ranges allows for more unusual 
effects.


• LFO can go into audio frequency 
range, producing filter-like and 
FM-like sounds (requires some 
thought about filter topologies).



QUESTIONS?



INSPIRING 
DESIGNS



Don Buchla (RIP)
• Buchla 292 Lowpass Gate, 259 Complex Oscillator.


• Extremely clever and musical parameterisation.


• Wide sonic space with small number of controls.



Pete Blasser
• Ciat-Lonbarde Plumbutter, Cocoquantus and others.


• Unconventional building blocks.


• Devices have their own language. Learning how to 
work with them is very rewarding.



Tony Rolando / Tom Erbe
• Make Noise Erbe-Verb


• Conventional reverb algorithm 
extended for playability and 
sonic range.


• Both responds to and generates 
control signals.


• Bi-directional relationship with 
other processors.


